A Danish Profiling System

Michael Rosholm
Department of Economics, University of Aarhus, E-mail: mrosholm@econ.au.dk

Jonas Staghøj
Department of Economics, University of Aarhus, E-mail: jstaghoej@econ.au.dk

Michael Svarer
Department of Economics, University of Aarhus, E-mail: msvarer@econ.au.dk

Bo Hammer
Mploy A/S, E-mail: bhat@mploy.dk

SUMMARY: This paper describes the statistical model used for profiling new unemployed workers in Denmark. When a worker – during his or her first six months in unemployment – enters the employment office for the first time, this model predicts whether or not he or she will be unemployed for more than six months from that date. The case worker’s assessment of how to treat the person is partially based upon this prediction.

»Across OECD countries, millions of unemployed have been out of work for more than a year. And others are at risk of becoming so. One possible way to combat the drift into long-term unemployment is to offer more assistance to job losers before they reach the stage of long-term unemployment. But it would be very costly to offer in-depth help to all of the job losers. This has led some countries to develop methods to both identify jobseekers at risk of becoming long-term unemployed and refer them to suitable labour market programmes, usually known as profiling. But is it possible to accurately identify such jobseekers?», OECD (1998).

In this paper we present the first statistical component of such a profiling model, which, as of 1 December, 2004, has become an integrated part of the Danish national labour market policy following extensive experimentation with the statistical model and with the way the information is presented to caseworkers. When discussing how to

We are grateful to Annette B. Andersen for reading the manuscript and to Klaus Langager from the Danish National Labour Market Authority for access to the data used in the paper. Michael Svarer thanks the Danish National Research Foundation for support through its grant to CAM. Michael Rosholm thanks the Danish Ministry of Social affairs for financial support through the Danish Graduate School for Integration, Production and Welfare.
develop and implement a profiling system, a first requirement is to define which goals the system should be designed to fulfill, because this obviously influences the way the system should be designed. Two natural goals are equity and efficiency and hence it would be interesting to investigate whether these are correlated or in fact conflicting goals however, we will not go into a deep discussion of this issue in the present paper, although we will propose some arguments indicating that both goals may be fulfilled in the present project. After properly defining the goals the next task is to choose a profiling variable based upon which the group of unemployed workers can be divided into different categories. A measure of the probability of becoming long-term unemployed is chosen and the main focus of this paper is on the estimation of this probability and on the predictive power of the probability when using it in the profiling system.1

1. See Black et al. (2000) for a discussion of how to design and evaluate profiling systems.

The main purpose of the paper is to verify whether the profiling system is capable of identifying unemployed workers who are at risk of ending up in long-term unemployment (LTU, henceforth). The profiling model consists of a statistical model (presented here) to be used as an initial screening device for identifying potentially long-term unemployed workers, combined with in-depth interviews by caseworkers with those asserted to have a high risk of LTU. The intention is to extend the profiling model by a statistical model and additional interviews designed to identify the 'best’ strategy and optimal timing for helping a given unemployed person at risk of LTU in order to reduce the risk of individual LTU.2

2. See Fröligh et al. (2003) for a discussion of statistically assisted programme selection.

The statistical component of the profiling system consists of a duration model for the time spent in unemployment. The model is estimated using 120 subgroups, stratified according to age, gender, benefit eligibility, and region of residence. The data used for estimation is the entire inflow into unemployment in Denmark during the period January 1999 – June 2003. Based on the estimated models, it is possible to calculate the probability that a worker attending a meeting with a caseworker at the employment agency will still be unemployed six months from that date, conditional on the elapsed duration of unemployment. A set of threshold values are then calculated in order to maximize the number of correct predictions of the model, and the caseworkers are presented with information about whether the calculated probability is far above, far below, or close to the threshold value.

In several countries attempts have been made to specify worker profiling models. Fröligh et al. (2003) state that profiling models are currently used or being tested in Australia, Finland, France, Germany, Ireland, South Korea, New Zealand, Sweden, and the United States. The predictive power of the various models is mixed and to some extent...
discouraging. Nevertheless, worker profiling is now used in certain states in the U.S. and in South Korea and is, as mentioned above, used on a large scale in Denmark.

Our model is readily comparable to the New Zealand worker profiling model, Watson et al., (1997). The New Zealand model was in active use for some time, but has since been abandoned, allegedly due to a new government that wanted to shift attention from active policies towards incentive-based policies (benefit cuts). Compared to the New Zealand Worker Profiling model, the Danish model provides a substantial improvement in predictive power.

The paper is organized in the following way: Section 2 offers a brief overview of Danish labour market institutions and a recently implemented labour market reform, of which the profiling model is one component. Section 3 presents the data used in the estimation process. Section 4 contains a description of the statistical model, and Section 5 shows selective results and evaluates the predictive power of the model. Finally, Section 6 discusses policy issues and offers a few conclusions.

2. The Institutional Framework and The Labour Market Reform

Denmark has a two-tiered system for unemployed workers. Most workers in Denmark – around 80% – are members of an unemployment insurance fund. These individuals have, upon the fulfillment of a few conditions, the right to receive unemployment insurance (UI) benefits, which correspond to 90% of the previous wage with an upper limit of approximately 1800 Euro per month. UI benefit payments are heavily subsidized by the state, which finances around 80% of total payments. This system is administered by the Central Labour Market Authority (Arbejdmarkedsstyrelsen), which is a unit operating under the Ministry of Employment.

Unemployed workers without UI benefit eligibility may instead receive social assistance (SA) benefits. While non-insured workers make up only around 20% of the workforce, they make up a much larger fraction of the unemployed, as the group typically consists of workers with a low attachment to the labour market. Hence, they are more often unemployed, and on average they are unemployed for longer periods. Social assistance benefits are means tested, but typically the amount is below the UI benefit level. Social assistance is administrated by the municipal authorities. There are 279 municipalities in Denmark. Needless to say, they are all subject to the same rules and regulations, but the administration differs considerably between municipalities, and recent research has shown that the differences in efficiency between municipalities in bringing SA recipients back to work cannot be explained solely by individual and municipality-specific variables. In other words, the causes of the differences in efficiency between the local labour market policies are unknown.

Up until 2002, the rules and regulations regarding contacts with caseworkers, participation in labour market programs etc. differed between the two systems. The labour market reform of 2002, of which the profiling system is one component, the aims are to eventually have identical rules and regulations in the two systems, and, in fact, to merge the system in the sense that the two-tiered system should become one system. There will still be UI benefits and SA benefits, but the rules regarding meetings, job search etc. will eventually be the same. The goal of the system of reforms is to reduce the emerging public finance problem triggered by an ageing population by increasing the labour force by some 90,000 individuals by 2010. The development of a common profiling model for assessing the employability of unemployed workers marks a step towards a single-tier system.

2.1. Profiling

The profiling model is designed to increase equity and efficiency in the labour market.

If equity is defined in terms of some utility measure, the profiling model will help achieve the goal of increasing equity if it is facilitates helping the unemployed back into work and if the unemployed are in fact among the people in the society who are worst off measured on the utility scale. If instead equity is defined as equal opportunities, the profiling model should be particularly able to increase equity, as it introduces an effective way to provide equal treatment of unemployed workers across different municipalities.

The profiling model will achieve the goal of increasing efficiency if it allocates the labour market programs to the unemployed workers who have the largest (expected) effects of participating in the programs. However, it is not clear that these workers are the same as those who become long-term unemployed, and hence efficiency in this sense also requires a model for targeting active policies. However, efficiency in terms of identifying those at risk of LTU and leaving alone those who are perfectly able to find jobs themselves (thus avoiding deadweight losses) is an important aim of the profiling model; each year a very large number of workers experience a short period of unemployment, and this leads to at least two very important reasons for identifying as quickly as possible those who are at risk of LTU. First, early identification of individuals at risk of LTU allows preventive policies to be implemented during the early stages of unemployment. Second, as mentioned above, early identification is necessary in order to avoid targeting individuals who are perfectly able to find jobs on their own.

The profiling model consists of several components. First, there is a ‘job barometer’, which is a graphical representation of the predictions based upon the statistical

4. See Arbejdsmarkedsstyrelsen (2004a) for further information about the system.
The aim of the profiling system is to assess the employability of newly unemployed workers. This will be done by eventually placing each individual in one of five categories, ranging from fully employable to (at present) fully unemployable. The statistical profiling tool basically calculates a probability that an individual with certain characteristics – including the labour market history for the past five years – will still be unemployed in six months time, conditional on the elapsed duration of unemployment, which, at the date of the meeting, can be anything from 4 to 30 weeks. This information is presented to the caseworker in the job-barometer, which is shown in Figure 1.

The area to the left indicates 'high risk of LTU', the intermediate area indicates 'medium risk of LTU', and the area to the right indicates 'low risk of LTU'. Which area is highlighted depends on the way the individual's probability deviates from a population mean. The empirical foundation for these probabilities is described in the following sections.

5. This information is also used in the statistical profiling model.
3. The Empirical Model

When faced with the challenge of constructing the statistical tool of a worker profiling model, one must choose an appropriate econometric/statistical model. We first note that the problem of early identification of potentially long-term unemployed workers is related to similar economic problems in the finance literature. Early detection of financially distressed firms with a high risk of bankruptcy, or ways to correctly classify profitable investments have obviously received considerable attention for many years. This has led to the estimation of profiling models by many different techniques including multivariate discriminant analysis, probit and logit models, and more sophisticated nonlinear models such as neural networks models. However, the overall pattern appears to be that the differences between statistical models, in terms of predictive accuracy, is relatively unimportant.

In the U.S., the original Worker Profiling and Reemployment Services (WPRS) model applied a discrete choice model, where the dependent variable was UI benefit exhaustion. Recently, Black et al. (2003) have criticized the WPRS model on that choice. Their main concern is that by using a dichotomous dependent variable all data variations among individuals who do not exhaust their UI benefits are ignored. Instead they suggest in the Kentucky Profiling Model (henceforth KPM), that a continuous dependent variable is employed. Specifically, they suggest, as dependent variable the ratio of benefits drawn to benefit entitlement (i.e., fraction of benefits claimed). In an earlier paper (using the same data and the same dependent variable) several different statistical models are compared, Berger et al. (2000). Among ordinary least squares (OLS), Cox proportional hazard models, and tobit models, the difference in predictive power between the models is very low, and the authors suggest, for simplicity, using the OLS model.

The dependent variable of interest in the Danish context is really an indicator of whether a given individual, conditional on the elapsed unemployment duration, is still unemployed after an additional 6 months. Hence, for each value of the elapsed duration of unemployment, we could create a dichotomous variable taking the value 1 if the individual ‘survives’ 26 additional weeks in unemployment, and 0 otherwise. We could then estimate a probit or logit model for each value of the elapsed duration of unemployment and use the estimated parameters of those models for predictive purposes. However, such a strategy is also vulnerable to Black et al.’s (2003) criticism, since we do not fully exploit all information in the data to reduce the uncertainty of the parameter estimates. We have therefore chosen, instead, to estimate the duration of

6. Prediction and profiling problems are also seen in various other kinds of literature, such as criminology, Auerhahn (1999), insurance, Yeo et al. (2001), marketing, Shaw et al., (2001) and medicine, Khan et al. (2001).

7. See Altman (1968) for an early discussion and O’Leary (1998) for a more recent discussion of different models.
unemployment and subsequently use the parameters estimated in the duration model to calculate the probability of 'survival' for 26 additional weeks, conditional on the elapsed duration. Hence, our dependent variable of interest is the duration of unemployment, and the econometric/statistical models to be employed are duration models.

Let the continuous stochastic variable $T, T \in (0, \infty)$ denote unemployment duration. The hazard rate, which denotes the probability that an individual with observed characteristics $x$ finds a job in the interval $t + dt$ given that the individual is still unemployed at time $t$, is then given by

$$h(t | x_t) = \lim_{dt \to 0} \frac{P(t < T \leq t + dt | T > t, x_t)}{dt} = \frac{f(t | x_{s/t})}{S(t | x_{s/t})},$$

(1)

where $f(t | x_{s/t})$ is the density function, $S(t | x_{s/t})$ is the survivor function, and $x_{s/t}$ denotes the entire path of the explanatory variables from the start of the unemployment spell until time $t$. The survivor function denotes the probability that an individual is unemployed more than $t$ weeks. The association between the hazard function and the survivor function can also be expressed as

$$S(t | x_{s/t}) = \exp \left(- \int_0^t h(s | x_s) ds \right).$$

The objective of the profiling model is to calculate the probability of remaining in unemployment for more than 26 additional weeks conditional on the elapsed unemployment duration being between 4-30 weeks. Suppressing the dependency on $x$, this conditional probability can be written as

$$Pr(T > \tau + 26 | T > \tau) = \frac{S(\tau + 26)}{S(\tau)} = \frac{\exp(-\int_0^{\tau+26} h(s) ds)}{\exp(-\int_0^\tau h(s) ds)},$$

(3)
where \( \tau \) denotes the elapsed duration of the unemployment spell. In practice, as mentioned above, \( 4 < \tau \leq 30 \) for individuals in the UI system, since the first interview conducted by the Public Employment Service (PES, henceforth) takes place after 1 month of unemployment. Thus, in the estimations we consider a population that has survived 4 weeks of unemployment. In order to calculate (3) as accurately as possible, we restrict attention to the first 52 weeks of the unemployment spell, that is \( T \in [4, 56] \). Consequently, all unemployment spells longer than 56 weeks are censored at a duration of 56 weeks. For individuals in the SA system, the first interview may take place from the first day of entry, hence for this system, we will have \( 0 < \tau \leq 26 \), and accordingly we can censor all durations in this system at 52 weeks.

The hazard function is specified as a proportional hazard model. That is, the hazard is the product of the baseline hazard, which captures the time dependence, and a function of observed time-varying characteristics, \( x_t \):

\[
  h(t | x_t) = \lambda(t) \cdot \phi(x_t),
\]

where \( \lambda(t) \) is the baseline hazard, and \( \phi(x_t) \) is the scaling function specified as \( \exp(x_t \beta) \). The baseline hazard is specified as a piecewise constant baseline hazard with splitting times \( \tau_0 = 4, \tau_1 = 5, \tau_2 = 6, \ldots, \tau_{52} = 56 \) for individuals in the UI system, that is, there is a separate baseline component for each week. The baseline is defined similarly for the models for the SA system, with \( \tau_0 = 0, \tau_1 = 1, \tau_2 = 2, \ldots, \tau_{52} = 52 \). The value of the baseline hazard in the \( k \)’th interval is denoted \( \lambda_k \).

In the scaling function \( \exp(x_t \beta) \), the explanatory variables are allowed to be time-varying, as noted above. Let \( d \) denote the censoring indicator, which takes the value 1 if the observation is shorter than 56 weeks and uncensored, and zero otherwise.

Let \( \theta \) denote the parameters of the model. To obtain estimates of the parameters, we perform maximum likelihood estimation based on the following (conditional) log-likelihood function, see Lancaster (1990, for details on duration models).

\[
  \log(l(\theta)) = \sum_{i=1}^{N} \left[ d_i \ln(h(t_i | x_{i,t})) - \int_{4}^{t_i} h(s_i | x_{i,s}) ds \right],
\]

where \( N \) denotes sample size. This log-likelihood function is for the models for the UI system. For the SA system, it looks similar, except the lower bound for the integral is 0 instead of 4.

Based on the estimated parameters, the probability that an individual who has been unemployed for \( \tau \) weeks will experience 26 additional weeks of unemployment is easily calculated as
\[ \hat{P}r (T > \tau + 26 \mid T > \tau, x_t) = \exp \left( -\exp(x_t \hat{\beta}) \sum_{k=\tau}^{\tau+26} \hat{\lambda}_k \right) \]

assuming that the \( x \) does not change.\(^8\)

3.1 Unobserved Heterogeneity

Duration models would typically also include a component intended to capture unobserved heterogeneity. In duration models, it is well known that the baseline hazard is biased towards negative duration dependence if neglected unobserved heterogeneity is present. Moreover, the remaining parameter estimates will be biased too since the model is non-linear.

However, for the present model, the objective is not consistent estimation, but predictive ability. Neglect of unobserved heterogeneity implies that the baseline hazard and the other model parameters will be affected by unobserved heterogeneity. So, for example, if we know that an individual has survived some weeks in unemployment we also know that his or her unobserved characteristics are not that favourable. However, these characteristics are not observed, but their effect is reflected in the baseline hazard. So, for predictive purposes, this seems the best way to exploit all information. If we were to include unobserved heterogeneity, we would be forced to evaluate everyone at the mean (or some other arbitrarily chosen point) of the unobserved variable, and then knowing that the person survived half a year in unemployment is not allowed to influence the evaluation of the hazard.\(^9\) For this reason, the model does not correct for unobserved heterogeneity.

We should also note that the issue of unobserved heterogeneity could influence the degree of success for the profiling model. When evaluating the profiling model and comparing the model to the existing system, where allocation of unemployed workers into labour market programs is, to a large extent, subjectively chosen by the caseworker, we know that the caseworker can observe more detailed information about the individual. Some of the reasons for the unobserved heterogeneity are really data issues and we will discuss these in the section »explanatory variables«, while others may be more interesting; motivation, for example, is not observed by the econometrician but may be partially observed by the caseworker. If it is very important to observe motivation in

---

8. Since the purpose of the model is to predict whether an individual survives an additional 26 weeks in unemployment, we cannot use time-varying variables in the predictions; the path of the \( x \)'s is not known in advance. Hence, we make the simplifying assumption that the current value will prevail.

9. Of course, one could also calculate the distribution of unobservables conditional on the elapsed duration of unemployment, from that infer the mean of the unobserved variable given the elapsed duration and use that number for the predictions. Our approach is a shortcut.
In order to allocate the unemployed worker into the optimal labour market program, then the caseworker may be able to do a better job than the statistical model. Some experiments from Switzerland indicate, however, that caseworkers have difficulty in predicting treatment effects and so it seems there is indeed room for additional improvements.10

4. Data

The analysis here uses data from administrative registers from the Danish Labour Market Authority. This is the same data that the employment offices use and therefore the same information on which predictions have to be made. The advantage of the data set is that it is updated with a very short time lag. The disadvantage is that it basically only contains labour market data. Ideally, we would have liked to use more information by merging to other administrative registers, but since the aim of the analyses is to maximize predictive power based on the available information, we use only what is readily available. The register we use is called DREAM (Danish Register for Evaluation Of Marginalisation), and it is basically an event history file, that includes weekly information on each individual’s receipt of public transfer incomes, unemployment registrations, and participation in active labour market programs. Based on the information, a weekly event history is constructed, where the individual each week either occupies one of a number of public transfer states or is not receiving public transfers. When an individual is not registered as receiving public transfers, the person can either be employed or be outside the labour force without receiving transfer income. In the Danish welfare state, the latter is very unlikely; hence the assumption that not receiving public transfers in a given week corresponds to employment is innocuous. From DREAM, we sample the inflow to unemployment in both the UI and the SA systems over the period January 1999 to June 2003. All exits from unemployment to states other than (what we assume to be) employment are treated as independently right censored observations.

For persons in the UI system, we exclude all unemployment durations shorter than four weeks, because the first meeting will never take place during the first four weeks.11 Moreover, all unemployment durations longer than 56 weeks in the UI system and longer than 52 weeks in the SA system are censored at these durations, because that is


11. This truncation from the left also implies that we eliminate a substantial number of temporary layoff spells. Temporary layoff is very common in the Danish labour market since employers only pay UI benefits for the first two days of an unemployment period. Approximately 40 per cent of all unemployment spells in Denmark are temporary layoffs. They are, however, typically quite short and therefore only constitute around 16 per cent of total unemployment, Jensen & Svarer (2003). Moreover, approximately 90 per cent of them are four weeks or shorter.
all the information we are going to use in the estimation process. As the profiling model is further developed, it will eventually be extended such that it can make predictions for persons with an elapsed unemployment duration longer than 26 (or 30) weeks, but to directly extend the current model implies an assumption that the effect of covariates does not change over unemployment duration. Several studies have shown that this assumption is not realistic for longer durations, hence the intention is to estimate new models for elapsed durations over 52 (or 56) weeks, thus essentially allowing for time-varying parameters of the models.

4.1 Sample selection and subsampling

Denmark is divided into 14 counties, plus a ‘region’ consisting of Copenhagen and Frederiksberg municipalities, each with different labour markets and different local labour market conditions. We follow that division in our estimations below and split the data by region of residence. This leads to 15 sub samples.

As mentioned above, there are two parallel labour market systems, one for workers insured against unemployment (the UI system), and hence eligible for UI benefits, and one for the non-insured (the SA system). Hence, in each region, data are also split according to the labour market system to which each worker belongs.

In each system, different rules apply to different age groups. In the UI system, the Youth Unemployment program applies to workers aged below 25. The data is therefore split into two groups: those under 25, and 25 and older. For workers in the SA system, more active policies are pursued for those aged below 30 than for those above. For workers in the SA system, the data is split into those under 30, and those who are 30 or older. The sample is truncated from below to persons aged 16 or older. In addition, due to a mandatory retirement age of 65, all samples are restricted to those aged 64 or below.

Finally, previous investigations show that male and female workers have very different behaviour in unemployment, so the data is also divided by gender. In total, we thus end up with 15 (regions) \( \times \) 2 (systems) \( \times \) 2 (age groups) \( \times \) 2 (gender) data sets, that is, 120 sub samples of the inflow into unemployment during the period January 1999 – June 2003. The duration model specified above is estimated separately for each of these 120 sub samples.

The dependent variable of the study is the duration of unemployment. In the UI system, the dependent variable is the duration of unemployment given that it is at least four weeks. After these sub sample definitions and the reduction in the samples, we end up with a total of almost 2 million unemployment spells that are used in the estimations.
4.2 Explanatory Variables

Since the purpose of this exercise is to make sound predictions, we use the ‘kitchen sink’ approach to determine which explanatory variables to include in the model. However, since the data are obtained directly from the Danish Labour Market Authorities, we only have access to variables that are available in their databases. The implication is that the information is usually available when working with Statistics Denmark’s register-based data is not generally available to us. For example, measures such as education, previous wage, and working experience are not in this data set. The information available is the following:

Age: The individual’s age is known, and it is used to construct a set of dummies for age group. In the samples of young individuals (aged below 25 or 30), there is a dummy for each age from 16-29 or 16-24 (with 29 or 24 being the reference category), and for the samples of ‘older’ individuals, we construct dummies for belonging to 5-year age intervals.

Year: We have included a set of indicators measuring the year in which the unemployment spell begins. As we are only looking at short spells, censoring all spells at 56 weeks, it is not important to account for time-varying calendar time effects during an unemployment spell.

Municipality: We have a set of indicators – a different set for each county – for the municipality of residence of the unemployed person.

Local unemployment rate: The municipal unemployment rate is included to allow for cyclical effects and thereby improve the predictive power of the model when a new year is entered without the model being updated. This variable is identified because it can vary over time and between municipalities. Hence, it is not perfectly correlated with a linear combination of annual dummies and municipal dummies.

Unmarried: This measures whether an individual is unmarried and does not cohabit either.

Sick: Indicates that an individual is currently reported sick (receiving sick pay) while unemployed. It is thus a time-varying variable.

Immigrant: We have four indicators for whether the individual is first or second generation immigrant from more or less developed countries. The reference category is native Danes.

UI-fund: We have a set of indicators for unemployment insurance fund membership. There are several UI-funds in Denmark, and membership is often categorized according to education/skills and/or by industry. We have 36 different UI funds, and we have an indicator for each. These funds may be seen as broad proxies for the mis-

12. The intention is to increase the information available in the register, so that the caseworker also has this information and so we can base predictions on it. It is not yet available, however.
sing information concerning education and skills. This set of variables is (naturally) only used in the samples of workers insured against unemployment.

_Maternity Leave and Holiday Pay:_ We know whether an individual has been on maternity leave and whether an individual has received holiday pay while unemployed; in employment individuals accumulate rights to holiday payments. If the individual, due to unemployment in the previous year, has not accumulated a sufficient amount of money it is possible to receive money from the state for holidays. Individuals currently employed will count as unemployed in the period they receive vacation pay. We take this into account in the model. These variables are thus time-varying.

_Active Labour Market Policies:_ We have a set of time-varying variables indicating whether the individual is currently in a labour market program, and whether the individual has completed a labour market program during the past 26 weeks. This information is naturally time-varying.

_Labour Market History:_ The most important information, however, for our predictive purposes, is the history of past labour market performance. We know, for each of the five years preceding the current unemployment spell, the fraction of the year spent on some kind of income transfer (UI, SA, temporary leave schemes including parental leave, or other public transfer schemes). We have the same information for sickness periods as well. So we have constructed 10 variables, five for public transfers and five for sickness, measuring the fraction of each of the past five years spent in either sickness or on a transfer scheme. Moreover, we use the number of unemployment spells the individual has had over the same period. For the ‘young samples’, we only use the information for the past two years. If the information is missing (because the individual was ‘too’ young), these variables are set at zero.

### 5. Empirical findings

This section contains a short description of the estimated parameters in the duration model. The main focus of the paper, however, is the predictive power of the model, so this will be brief, and as before mentioned the estimated parameters may be biased due to unobserved heterogeneity. The entire set of estimation results is available on request. To get an idea of the results, table 1 presents the effects of various explanatory variables for insured unemployed men over 25 from Aarhus county, i.e., these are the results for one out of 120 subgroups. Note that we only present a subset of the coefficients, as the UI fund indicators (36), the municipality indicators (279 in total), and indicators for participation in and completion of active labour market programs are not shown.

#### 5.1 Baseline hazard function

In the empirical model we have modelled the baseline hazard as a piecewise con-
stant function. This very flexible specification is attractive when the baseline hazard exhibits non-monotone behaviour. Watson et al. (1997) impose a Weibull distribution on the baseline hazard.

In figure 2 we show the baseline hazard for insured men over 25 years old in Aarhus county.

We find that the baseline hazard generally exhibits negative duration dependence. This holds for all 120 sub samples. However, it may, to some extent, just reflect neglected unobserved heterogeneity, see the discussion in section 3.1. The peaks in the baseline every 4-5 weeks probably reflect that most jobs begin and end at the start of a month. The hazard rates are generally much lower for persons on social assistance than for persons receiving unemployment insurance benefits.

5.2 Effects of explanatory variables

The effects of some of the explanatory variables differ across the different subgroups, but some consistent patterns arise. The Danish economy has, like most of the western world, experienced an economic downturn after the IT-bubble burst and the September 11 terror attacks in NY. This is captured by the year dummies. They show that compared to the reference year, 1999, the hazard rate out of unemployment has been lower in subsequent years.

As it is witnessed in several studies of unemployment duration, the hazard rate out of unemployment decreases with age. This is also the case in our models. Not surprisingly, men who are out of work due to holiday or paternity leave, leave unemployment insurance benefits.

13. For some reason, such individuals are characterized as unemployed while they are on these transfers.
In addition, single men are less likely to leave unemployment compared to their married or cohabiting counterparts. This result is consistent with previous investigations of unemployment duration. Being a first or second generation immigrant
from less developed countries is associated with lower hazard rates and therefore longer unemployment durations. For immigrants from developed countries, the same pattern emerges, but it is less clear and the coefficients are smaller and more often insignificant. Second, the larger the fraction of time in the past five years spent on transfer incomes, the lower the probability of leaving unemployment. The same results hold for sickness periods. However, when we look at the number of spells, we find that the more unemployment spells an individual has had, e.g. during the past two years, the higher is the hazard rate out of unemployment. This coefficient, however, must be interpreted given the level of the variables reflecting the fraction of time spent on transfer schemes. That is, individuals with many short spells of unemployment in the past are also likely to have a short current spell of unemployment. Finally, we see that the local unemployment rate influences the hazard rate out of unemployment. This is consistent with e.g. Svarer et al. (2004). They find that the mobility among the unemployed is very low in Denmark. As a consequence, people tend to be unemployed longer if they stay in a region with a high unemployment rate.

5.3 Assessment of predictive power

The primary purpose of this exercise is to construct a tool that can guide caseworkers in their work. The prime success criterion is of course that they can trust the outcome of the statistical model. Consequently, we are interested in identifying the group of newly registered unemployed that has the highest probability of experiencing more than 26 weeks of unemployment. We will denote that group ‘potentially long-term unemployed’ (PLTU) whereas their counterparts are the potentially short-term unemployed (PSTU). Define as the cut-off value the number which \( \hat{Pr} (T > \tau + 26 | T > \tau, x_j) \) shall exceed in order for an individual to be identified as PLTU. We can subsequently calculate the number of correct predictions; that is, the number of actually short-term unemployed workers (those with unemployment spells shorter than 26 weeks) who are also predicted to be short-term unemployed, plus the number of actual long-term unemployed workers who are also predicted to be long-term unemployed. This number can be related to the number of incorrect predictions. The choice of cut-off value will clearly have an effect on the outcome of this comparison. We have chosen to determine the cut-off value (separately for each of the 120 sub groups) so that the following sum is maximized:\(^\text{14}\)

\[
\text{Number of short-term unemployed predicted to be short-term unemployed +}
\text{Number of long-term unemployed predicted to be long-term unemployed}
\]

14. This objective functions implies that the two groups are weighted by their relative sizes. By simply changing the weights it is possible to put more emphasis on one group if desired.
Note that when making an assessment of the correct predictions, we are forced to leave out all spells that are right censored at a duration shorter than 30 weeks in total. Moreover, when making predictions, we use only the value of explanatory variables at the beginning of the spell. That implies that we could make even better predictions if time-varying variables were taken into account in the process of prediction. Table 1 contains the aggregate numbers of correct and incorrect predictions for the entire country. The fraction of correct predictions is 0.66. Compared to the New Zealand profiling model that also employs a duration model, we gain a significant improvement in predictive power. In their model they are able to make 59 per cent correct predictions.

Since these fractions are dependent on the populations the models are trying to categorize, in particular the relative size of the groups, it is probably more interesting to consider the fraction of correct predictions in each group. 82% of the STU are predicted correctly while 55% of the LTU are predicted correctly, and the corresponding fractions are both equal to 59% in the New Zealand model. The key to the improved predictions is obviously the sub sampling and the large number of variables, especially the information on past labour market history, which greatly improves the predictive power of the model. Furthermore a different objective function is used in their study, which in effect amounts to assigning equal weights to the two categories.

Looking across subgroups, it is revealed that the predictive power is higher for men than for women and for younger workers compared to their older counterparts. The former result is in line with previous research on modelling of individual unemployment.

---

Table 2. The distribution of predictions and actual outcomes.

<table>
<thead>
<tr>
<th>Groups</th>
<th>Fraction of correct predictions</th>
<th>STU who are PSTU*</th>
<th>STU who are PLTU</th>
<th>LTU who are PSTU</th>
<th>LTU who are PLTU</th>
<th>No. of observations</th>
</tr>
</thead>
<tbody>
<tr>
<td>Women, ≤ 24, ins.</td>
<td>0.68</td>
<td>29,879</td>
<td>1,822</td>
<td>13,983</td>
<td>3,283</td>
<td>48,967</td>
</tr>
<tr>
<td>Women, ≤ 29, not ins.</td>
<td>0.66</td>
<td>71,485</td>
<td>18,182</td>
<td>34,466</td>
<td>29,709</td>
<td>153,842</td>
</tr>
<tr>
<td>Women, ≥ 25, ins.</td>
<td>0.61</td>
<td>174,840</td>
<td>70,063</td>
<td>110,001</td>
<td>104,331</td>
<td>459,235</td>
</tr>
<tr>
<td>Women, ≥ 30, not ins.</td>
<td>0.68</td>
<td>16,371</td>
<td>18,845</td>
<td>7,849</td>
<td>39,458</td>
<td>82,523</td>
</tr>
<tr>
<td>Men, ≤ 24, ins.</td>
<td>0.80</td>
<td>46,616</td>
<td>452</td>
<td>11,188</td>
<td>580</td>
<td>58,836</td>
</tr>
<tr>
<td>Men, ≤ 29, not ins.</td>
<td>0.68</td>
<td>102,444</td>
<td>12,030</td>
<td>43,316</td>
<td>16,004</td>
<td>173,794</td>
</tr>
<tr>
<td>Men, ≥ 25, ins.</td>
<td>0.71</td>
<td>271,420</td>
<td>25,947</td>
<td>104,353</td>
<td>36,474</td>
<td>438,194</td>
</tr>
<tr>
<td>Men, ≥ 30, not ins.</td>
<td>0.64</td>
<td>39,558</td>
<td>23,950</td>
<td>21,114</td>
<td>41,114</td>
<td>125,736</td>
</tr>
<tr>
<td>Total</td>
<td>0.66</td>
<td>752,613</td>
<td>171,291</td>
<td>346,270</td>
<td>270,953</td>
<td>1,541,127</td>
</tr>
<tr>
<td>Percentage</td>
<td>0.49</td>
<td>0.11</td>
<td>0.22</td>
<td>0.18</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

* PSTU: Predicted to be short-term unemployed. PLTU: Predicted to be long-term unemployed.

15. The variables used in the New Zealand model are: age, prior unemployment, gender, ethnicity, qualifications, urban location and regional location.
We also performed out-of-sample predictions. In practice we randomly divided all the samples into halves. We estimated the model on the first half of the data and applied the parameters’ estimates to the second half for predictions. The predictions were almost identical to their full-sample counterparts.

Even though we obtain a reasonable level of correct predictions, there are still a substantial number of individuals who – if the model’s predictions were taken at face value – would be put into the wrong category, but that is exactly the reason why the statistical model is only a part of the profiling system. As discussed above, it is an input the case-worker can use to extract useful information regarding the potential risks of LTU facing an unemployed worker. In future versions, the profiling model will include information about unemployed workers gathered by the caseworkers. This information will give an impression of how motivated the individual is in terms of regaining employment, how employable the person is etc. When this information becomes available, we expect to have a profiling model that is even better at predicting the LTU risk.

As a result of the estimation procedure with right censored observations it is not very informative to compute expected values and standard deviations. Instead we turn to a graphical depiction of some of the issues concerning the precision of the predictions. In figure 3 we look at the sub sample consisting of unemployed males in Aarhus who are insured and more than 25 years old, and see that the classification into the two categories is not nearly perfect. A considerable number of the PLTU find a job before 26 weeks, though the majority are unemployed for a longer period and 33%, actually, than a year. Similarly some of the PSTU are unemployed for more than 26 weeks but still, the majority get a job earlier, see Figure 4.
Another way to illustrate the prediction ability is to look at the fractions that are predicted correctly distributed over the actual experienced unemployment duration. Figure 5 shows this for the particular sub sample.

It should be noted that the reason for the low fractions of PLTU is that in this particular sub sample the group of STU is much bigger than the group of LTU and hence, predicting STU correctly receives a relatively high weight in the objective function, which is to maximize the number of correct predictions. However, abstracting from the low level, it is clearly seen that the fraction of correctly predicted long-term unemployed is increasing in the duration, so that we are more likely to correctly classify the »really long-term« unemployed, i.e. those who experiences more than a year of unemployment. This should then be compared to the cost of making incorrect predictions for different types of unemployed workers. If it is most costly to classify »really short-term« unemployed as PLTU and »really long-term« unemployed as PSTU compared to making mistakes in the interval in between, then we would like to have the highest fractions of correct predictions at very short and very long durations. But to the extent that the profiling system should work as an additional tool for the caseworker, it might actually be more valuable to be able to distinguish those in between if the caseworkers themselves are capable of correctly identifying the extremes. Another way to put this is that it could be a partial degree of explanation rather than an absolute that we want to maximize. In the discussion of this issue, it is also important to remember that we are trying to make a rather crude categorization of the unemployed into two groups and the results should hence be interpreted with this in mind.
6. Concluding remarks

In this paper we describe a statistical model used for profiling of newly unemployed workers in Denmark. When a worker – during his or her first six months in unemployment – enters the employment office for the first time, this model predicts whether he or she will be unemployed for more than six months from the current date or not. The caseworker’s assessment of how to treat the person is partially based upon this prediction. The model – which performs relatively well in terms of predicting actual unemployment – is the first step in the process of developing statistical procedures to assist caseworkers in Denmark in their effort to bring unemployed individuals back into employment. Future amendments to the model include additional information based on caseworkers’ assessments of the unemployed individuals in order to make dramatic improvements to the model’s predictive ability. Moreover, assessment of the effects of participation in various active labour market programs, that is, a targeting system, seems to be the natural next generation in the world of profiling models.

Literature


Lechner, Michael & Jeffrey Smith. 2006. What is the Value Added by Caseworkers?, Forthcoming in *Labour Economics*.